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Abstract. Whilst it is a trivial task for a human vision system to rec-
ognize and detect objects with good accuracy, making computer vision
algorithms achieve the same feat remains an active area of research. For
a human vision system, objects seen once are recognized with high accu-
racy despite alterations to its appearance by various transformations
such as rotations, translations, scale, distortions and occlusion making
it a state-of-the-art spatially invariant biological vision system. To make
computer algorithms such as Convolutional Neural Networks (CNNs)
spatially invariant one popular practice is to introduce variations in
the data set through data augmentation. This achieves good results but
comes with increased computation cost. In this paper, we address rota-
tion transformation and instead of using data augmentation we propose
a novel method that allows CNNs to improve rotation invariance by
augmentation of feature maps. This is achieved by creating a rotation
transformer layer called Rotation Invariance Transformer (RiT ) that can
be placed at the output end of a convolution layer. Incoming features are
rotated by a given set of rotation parameters which are then passed to the
next layer. We test our technique on benchmark CIFAR10 and MNIST
datasets in a setting where our RiT layer is placed between the feature
extraction and classification layers of the CNN. Our results show promis-
ing improvements in the networks ability to be rotation invariant across
classes with no increase in model parameters.

Keywords: Convolutional Neural Network · Rotation invariance ·
Data augmentation · Deep learning · Feature maps

1 Introduction

Classifying and recognising objects in the visual world in a trivial task for
humans, but is still a great challenge for researchers to accomplish the same
level of accuracy using computers in the Computer Vision field. While human
vision system can easily filter information from the environment, the same vari-
ability in natural environments is an obstacle for effective computer vision tasks
[14]). Inspired by how the visual cortex of mammals detects features through
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studies by Hubel and Wiesel [9,10], algorithms such as the CNN have achieved
great success in various computer vision tasks such as image classification, object
detection, visual concept discovery, semantic segmentation and boundary detec-
tion. Algorithms purely based on CNNs or used as a basis of other complicated
algorithms are applied in various practical domains such as in self driving cars,
defence and security, mobile devices, medical image processing and quality assur-
ance in manufacturing industries.

While CNNs are accepted as the state-of-art method for solving image clas-
sification problems, they still have certain limitations such as their inability to
handle different variations of transformations on the input such as transforma-
tion of rotations. Some research show max pooling layers achieve some transla-
tion and rotation invariance [20]. However the exact level of invariance achieved
is unknown and usually dependent on the number of max pooling layers used
in the model. A popular technique used to make CNNs invariant is to apply
data augmentation on the training data. Various random transformations are
applied on the input data which is then trained on the CNN. Though this gives
good classification results, it is seldom practical particularly when working with
large datasets. This technique also contradicts with how the natural vision sys-
tem works which does not need to be exposed to variations of the same scene
to learn invariance. Dicarlo et al. [3] reports detailed architecture of the visual
pathways and suggesting invariance encoding happens within the ventral stream.
We use these findings to suggest feature map augmentation in the deeper end of
the CNN model, allowing the classifier to learn variations of the input data in
terms of its transformed features. We initially trial our method on one form of
transformation namely rotation.

There is a genuine need for CNNs to learn invariant features for several
applications where the pose or orientation of the examples cannot be determined
in real time or be similar to the learnt examples. One such case is the application
of CNNs in skin cancer research, where models are trained on skin lesion images
and deployed on mobile devices that can be used by people as an early warning
system. Not only the lesion images may be different in appearance to the learnt
example, the angle used to take an image of a suspected skin lesion by individuals
may vary drastically.

In this paper, we introduce a simple technique to improve rotation invariance
in CNNs by augmentation of feature maps. This is achieved by creating a rota-
tion invariant transformer (RiT ) layer that can be placed at the output end of a
convolution layer. In RiT features are rotated by a given set of rotation parame-
ters which are then passed to the next layer. Unlike data augmentation methods,
our technique does not involve any manipulation of the input data. We conduct
extensive experiments to evaluate rotation invariance performance of CNNs com-
bined with RiT on widely used CNN architectures [8] and benchmark datasets.
In our experiments, RiT layer is placed at the tail end of the feature extraction
pipeline before the classification layer (Fig. 1). The location of the RiT layer
to be at the end of all CNN layers is to allow final extracted features to be
fed into RiT for transformation prior to being sent to the classification layer.
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The results are presented for LeNet5 [15] and modified VGG networks [19]
VGG16-5 (MVGG5 ) and VGG16-7 (MVGG7 ) trained on MNIST [16] and
CIFAR10 [13] datasets. First the datasets are trained on models LetNet5,
MVGG5 and MVGG7 to establish benchmark results and for comparison. Then,
RiT layer is added to the models and retrained on MNIST and CIFAR10
datasets. We study the effect of transforming feature maps (by applying rota-
tions) on the network’s ability to classify test images subjected to varying rota-
tion angles and compare with our benchmark. Here we wish to evaluate the
network’s performance as we increase the rotation angles of test images. We also
study the performance of the CNN+RiT models by sampling images from each
dataset class, applying rotations on them and evaluating the accuracy. Finally,
we study CNN+RiT network on color and grey-scale images. In all our case
studies, results of CNN+RiT are compared with our benchmarks.

Our test results show overall improvements in classification of test images
over several distinct rotation angles in comparison to benchmark results. We
are also able to demonstrate higher classification accuracy for several classes
based on test images sampled from each class. Our results also indicate better
performance of CNN+RiT network on color images than on grey-scale images.

The rest of the paper is organised as follows: Sect. 2 reviews related work
while Sect. 3 introduces our model. Section 4 describes our experiment design and
results obtained followed by a summary of outcomes and conclusion in Sect. 5.

2 Recent Advancements

Numerous literature reports a fundamental problem in CNNs in its lack of abil-
ity to be spatially invariant to input data that has been subjected to common
transformations such as translation, scaling, rotation and small deformations
[11,12,17]. Reasons are mainly attributed to the restriction of the receptive field
(kernel) in a CNN to address small patches of the image at a time allowing
excellent local feature extraction but failing to extract spatial global features
such as contours. To solve the problem of invariance in CNNs research work has
mostly been focused on finding solutions for individual invariance problems sep-
arately such as rotation invariance, translation invariance and scale invariance.
This is mainly due to application domain needs that requires the network to
perform better in one invariance aspect rather than for all so as to avoid making
the network complex which either affects computation time or increases network
parameters.

Several papers have proposed various architectures to address rotation invari-
ance problems in CNN networks. In the area of object detection Cheng et al.
[2] proposed a rotation-invariant and Fisher discriminative layer within R-CNN
framework [6] which they trained by introducing a regularization constraint on
the cost function. Though reported to have achieved state-of-the-art results,
their model is still noted to have used data augmentation as the first step of
training. In this paper our aim is to show rotation-invariance without input
data augmentation. In another work [1] the authors developed a new layer for
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Fig. 1. Architecture of CNN+RiT which comprises of (A) standard convolution lay-
ers, (B) RiT layer, (C) flatten layer and (D) fully connected classifier layer. Features
extracted by the convolution layer (a) are fed to the RiT, rotated using predefined
rotation parameters which in our case are 90◦ clockwise (b) & 90◦ anti-clockwise (c).
The input features (a) and the rotated features (b) and (c) are stacked and returned
as output. These are then reshaped into a vector form by the flatten layer (C) and
forwarded to the classifier for learning (D).

CNNs called Rotation Invariant CNN (RICNN) to detect objects on remote
sensing images. Their model is also trained by its own objective function and
regularization constraint. In contrast to our proposed method of augmentation
by rotation of feature maps, Marcos et al. [18] in their work reported encoding
rotation invariance in the CNN model by rotating filters. Their paper describes
several advantages of their method in accounting for rotation invariance for tex-
ture classification. Further, their work was trialled on shallow CNNs. In domains
where embedding rotation invariance is crucial such as for galaxy morphology
prediction and classification, Dieleman et al. [4] propose a deep CNN model
that works by exploiting translational and rotational symmetry in the anno-
tated images from the Galaxy Zoo project. They achieved this by applying the
same set of feature detectors (filters) to various rotated versions of the input
image resulting in a form of data augmentation guided by rotational symmetry.

Manipulating feature maps to achieve rotation invariance has been studied
to some extent. For example Follmann et al. [5] describe work where they use
rotational pooling layers in conjunction with rotational convolutions to achieve
rotation invariance. Finally an influential piece of work in this domain by Jader-
berg et al. [11] introduced an end-to-end trainable module called the Spatial
Transformer that spatially transforms feature maps by passing them through
the transformer’s localisation network, grid generator and sampler in succes-
sion. The heart of the Spatial Transformer module is the localisation network
that contains a feed-forward network which generates and learns the parameters
of the spatial transformation that should be applied to the input feature map.
This architecture is reported to learn several invariances such as translation,
scale, rotation and generic warping. However the limitation of this technique is
that it limits the number of objects that can be modelled in a feed-forward net-
work. Whilst much progress and state-of-the-art results and models are shown
there is still a lot of scope in the area of learning invariance in CNN models.
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3 Model

The goal of our proposed method is to develop a rotation-invariant CNN model
in order to improve the performance of image classification for rotated images.
This is achieved by creating a rotation transformer layer (RiT ) that can be
placed at the output end of a convolution layer. The design of RiT is inspired
by the work of Dicarlo et al. [3] that provide an in-depth analysis on the internal
architecture of the visual system. Their studies suggest that invariance is learnt
automatically within the vision system rather than being exposed to variations
of the same image. The combined CNN+RiT model comprises of four main parts
as shown and described in Fig. 1.

3.1 Rotation Invariant Transformer (RiT) Layer

The RiT forms an integral part of our model. This layer does not require any
trainable parameters and its main operations are to apply rotation transforma-
tions to the input feature maps and stack them for forward passing. In addition to
the input feature maps RiT accepts a list of rotation transformation parameters
to apply to the input feature maps. These parameters are set at compile time of
the model. In our work we specify two rotations from the list rot list = [90◦, 270◦]
where 90◦ is a clockwise rotation and 270◦ represents 90◦ anti-clockwise rotation.
The main objective of RiT is to provide feature map augmentation for rotation.
The motivation behind choosing these rotation parameters to be in multiples of
90◦ is to allow a full rotation without losing any parts of a feature map that
would otherwise be truncated from the edges. Since there are no parameters to
be learnt in this layer, it executes fast and does not add significant computation
time to the network. However given that RiT makes copies of the input feature
maps increases the output depth dimension of the layer multiplied by a factor
of n which is equal to the number of transformation supplied in rot list. This
increases the input dimension for the feed forward classifier but the number of
parameters in the hidden layer remains unchanged.

Forward Propagation. Our goal is to create variations of the final feature
map from the convolution layer for learning by the classifier. To achieve the
forward pass function, RiT accepts a set of input feature maps. The incoming
input feature maps are retained while copies of it are rotated according to the
rotation parameters supplied (Fig. 1(a), (b) and (c)). The input feature maps
plus rotated feature maps are then concatenated to form the final output map
for the next layer (Fig. 1(d)). This stacked output is returned as augmented
feature maps exiting RiT.

Backward Propagation. There are no trainable parameters in RiT. This
makes the implementation of the backward function simple and straight for-
ward. The backward function receives gradients from the network and unstacks
or slices the gradients in the exact same dimensions of the input feature maps
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it received during the forward pass. It finally returns the gradient slice corre-
sponding to the input feature map.

3.2 Description of Other Layers in Our Model (Fig. 1)

(A) Feature Extractor. The convolutional network of our model is built with
the standard convolution, ReLU and max pooling layers. For our work we exper-
imented with LeNet5, MVGG5 and MGG7 networks. The primary role of the
convolutional network is to extract features using convolution by small filters.
Having extracted local features through earlier convolution layers, the model
finally outputs global features with the help of network’s deeper convolution
layers. It is these global features that becomes the main input for the RiT layer.

(B) Flatten Layer. The role of the flatten layer is unchanged from standard
convolutional models. This layer operates on the incoming 2D feature maps and
reshapes to form a single dimension feature vector.

(C) Fully Connected Layer. Here we use a fully connected neural network
(NN). In our work the architecture of the NN is same as those defined in the
LeNet5, MVGG5 and MVGG7 [8] models respectively. The learning of rotated
features are highly dependent on the structure of this NN hence the design of this
layer is important with respect to the number of hidden layers and neurons in
those hidden layers. All our experimental models LeNet5, MVGG5 and MVGG7
comprise of two hidden layers which is in line with suggestions by Heaton [7] that
two hidden layers are capable of representing functions with any kind of shape
and that the optimal size of the hidden layer is recommended to be between
the size of its input data and size of its output. LeNet5 satisfies the later crite-
ria which is clearly evident in our results performing better than MVGG5 and
MVGG7 networks.

4 Experiments and Results

Our experiments were conducted on MNIST [16] and CIFAR10 [13] datasets.
For the feature extraction part of our work we used CNN architectures LeNet5
[15] and modified VGG networks MVGG5 and MVGG7 [19]. We describe the
datasets, CNN architectures and our experimental results in the following sec-
tions.

4.1 Dataset Description

MNIST: The MNIST dataset contains 70,000 sample images of handwritten
digits. This is divided into 50,000 training samples, 10,000 validation and 10,000
test samples. The sample images are grey-scale (1-channel) and of size 28 × 28
pixels. There are 10 classes for this dataset representing the digits from 0 to 9.
The training and test batches have unequal distribution of the number of samples
from each class.
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CIFAR10: CIFAR10 dataset consists of 60,000 color images of size 32 × 32
pixels with 3-channels. The dataset is divided into 50,000 training samples and
10,000 test samples. There are no validation samples but this can be drawn
at random from the train dataset. The samples are divided into 10 mutually
exclusive classes defining various objects. This dataset is divided into five training
batches and one test batch.

4.2 CNN Architectures

LeNet5 Network: Proposed by LeCun et al. [15], the LeNet5 network in our
work comprises of three sets of convolution layers and two max pooling layers.
All convolution layers use a filter size of 5× 5 with the number of filters of 6,
16 and 120 respectively. The architecture is described in Table 1. Since we are
using two datasets with different dimensions for the input images (32 × 32 for
CIFAR10 and 28 × 28 for MNIST), the hyper-parameter padding for the second
convolution layer in LeNet5 network trained on CIFAR10 is set to 1. For LeNet5
model trained on MNIST, padding for the first and second convolution layers
are set to 2 and 1 respectively. This is done to allow the final feature maps
dimensions (fh, fw) to be >1 so that rotations of these maps is possible in RiT
layer.

Modified VGG Networks: We use the modified VGG networks used by Hos-
seini et al. in [8] in which the networks were trained on CIFAR10 and MNIST
datasets and tested on samples of negative images from the same dataset. In the
MVGG7 network the hyper-parameter padding is set to 1 for the forth convolu-
tion layer to allow the final feature map size (fh, fw) to be >1.

4.3 Experimental Setup

End-to-end training was performed for all architectures given in Table 1 on
CIFAR10 and MNIST datasets respectively. We first train the benchmark
CNNs - LeNet5, MVGG5 and MVGG7 on CIFAR10 and MNIST datasets.
This establishes our benchmark results against which we compare results of

Table 1. Architecture of LeNet5 and MVGG networks used in our experiments [8].

Model Layers

LeNet5 (conv 5 × 5 × 6) → (maxpool 2 × 2) → (conv 5 × 5 × 16) → (maxpool
2 × 2) → (conv 5 × 5 × 120) → (fc 84) → (fc 10) → softmax

MVGG5 (conv 3 × 3 × 16) → (conv 3 × 3 × 16) → (maxpool 2 × 2) → (conv
3 × 3 × 48) → (maxpool 2 × 2) → (fc 128) → (fc 10) → softmax

MVGG7 (conv 3 × 3 × 16) → (conv 3 × 3 × 16) → (maxpool 2 × 2) → (conv
3 × 3 × 32) → (conv 3 × 3 × 32) → (maxpool 2 × 2) → (conv 3 × 3 × 48)
→ (maxpool 2 × 2) → (fc 128) → (fc 10) → softmax
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Table 2. Sample sizes and number of images in each sample batch per rotation.

Number of classes
(CIFAR10/MNIST)

10

Number of rotations 26

Rotations (r◦) [0, 5, 10, 30, 45, 60, 80, 90, 100, 120, 135, 150, 170,
180, 190, 210, 225, 240, 260, 270, 280, 300, 315, 330,
350, 355]

Sample size Images per class Images per sample, per rotation

10 10 100

100 100 1000

300 300 3000

500 500 5000

Fig. 2. An example of a rotated test image from CIFAR10 (left) and MNIST (right)
dataset. Numbers indicate the degree of rotation applied on the image. Best viewed in
color. (Color figure online)

CNN+RiT networks. Then we train the datasets on ensemble CNN+RiT net-
works. We repeat training for 50 epochs with learning rate of 10−3, momentum
of 0.5 and L2 regularization of 10−3. We use batch size 8 for both training and
testing. Stochastic gradient decent and cross-entropy was used as learning and
loss function respectively. We implemented our models in Python v3.6.8 using
accelerated numba library for parallelisation of python code on a Dell Latitude
i7 laptop with 16 GB of RAM. Table 3 compares the training losses for all our
networks on the two datasets. Whilst the final training loss for MVGG5+RiT
is higher than the benchmark MVGG5 CNN, final losses for LeNet5+RiT and
MVGG7+RiT are lower by 4.7% and 3.3% respectively than their corresponding
benchmark results.

4.4 Accuracy of CNN+RiT network on rotated images

To test CNN+RiT networks on rotated images we generated a random set
of images sampled from each class from the CIFAR10 and MNIST datasets
and applied various degrees of rotations on these images. Table 2 describes the
sample sizes and the number of images selected per class and per rotation for
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Table 3. Train losses for all models used in our experiments.

Model Loss-CIFAR10 Loss-MNIST

LeNet5 0.7945 0.0889

LeNet5+ RiT 0.7569 0.0858

MVGG5 0.4847 0.0742

MVGG5+RiT 0.59 0.0745

MVGG7 0.7173 0.0712

MVGG7+RiT 0.6939 0.0665

that sample size batch. The sampling of various sizes allowed us to observe the
consistency of the networks in classifying rotated images drawn from small and
large sample sizes. Rotation values were chosen within the range [0◦ − 360◦) to
evaluate the effectiveness of our technique particularly for images rotated closer
to the rotation degrees of the feature maps (in our case (90◦, −90◦)). Figure 2
shows a sample test image rotated from both CIFAR10 and MNIST test dataset.
Rotation of 0◦ indicates no rotation for that image and serves as the base image
for comparison.

For illustration, we choose the accuracy graph generated on 500 images sam-
pled from each class in our datasets for each rotation. Figure 3 shows the perfor-
mance of CNN+RiT networks compared with the respective benchmark models.
On CIFAR10 rotated images indicated by the accuracy graphs, a high number of
rotated images were classified correctly by the CNN+RiT network compared to

Fig. 3. Shows the performance of CNN+RiT networks compared with the respective
benchmark models. Accuracy of the models are tested on 500 random samples drawn
for each class from the CIFAR10 and MNIST test datasets per rotation. The x-axis
identifies the accuracy at respective rotation points given in Table 2. Graphs (a), (b)
and (c) show accuracy on CIFAR10 samples, while (c), (d) and (e) show accuracy on
MNIST dataset.
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the benchmark models. For example the overall average classification accuracy is
better by ≈3% and ≈2% respectively for LeNet5+RiT and MVGG5+RiT net-
works. On MNIST rotated images, we observe the same trend, however showing
greater accuracy when rotation angles approach 0◦ and 180◦ than for other rota-
tions for MVGG5+RiT network. The difference between the performances on
these datasets indicate CNN+RiT shows better results on color images than on
grey-scale images. Overall our results indicate feature map augmentation has
an influence on network accuracy and helps improve rotation invariance within
CNN networks without increasing network parameters.

4.5 Performance of the CNN+RiT network on dataset classes

Finally we evaluate the consistency and performance of the CNN+RiT models
on our dataset classes. We wish to investigate improvements in individual class
prediction accuracies and evaluate the consistency of our results with results from
benchmark models. Here, for each rotation (Table 2) we select 500 random images
from each class and apply the selected rotation. This means for each rotation
5000 rotated images are evaluated for each class by the models. We repeat this
method for both datasets. Tables 4 and 5 show the average performance of the
proposed models on CIFAR10 and MNIST datasets. For each class the values
are calculated by taking the sum of accuracies over all rotations divided by the
number of rotations. This method is repeated for all models in our work.

Overall, using RiT with LeNet5, MVGG5 and MVGG7 networks on
CIFAR10 dataset has shown superior performance compared to the correspond-
ing benchmark networks (Table 4). Higher average classification accuracies were
obtained for 70% of the classes using the LeNet5+RiT network than the bench-
mark LeNet5 network (indicated by the bold-face values). In addition, average
classification accuracies were higher for 60% of the classes using MVGG5+RiT
network and 50% of classes using MVGG7+RiT network. The highest overall
classification improvement is on class dog on the MVGG7+RiT network by 13%
(from 46% to 59%) whilst the poorest performance is on class cat on the same
MVGG7+RiT network. A similar performance is shown by the MVGG5+RiT
network confirming that the fully connected layers influence the learning ability
of the features. This is due to the same hidden layer parameters used for both
the MVGG5 and MVGG7 networks.

Table 4. Average performance on 500 rotated samples for each class from the CIFAR10
test dataset across all rotations.

Model/Class air- plane auto-mobile bird cat deer dog frog horse ship truck

LeNet5 0.23 0.25 0.31 0.34 0.43 0.42 0.53 0.15 0.21 0.17

LeNet5+RiT 0.36 0.37 0.34 0.26 0.39 0.43 0.45 0.27 0.26 0.23

MVGG5 0.25 0.26 0.19 0.51 0.25 0.33 0.61 0.21 0.20 0.26

MVGG5+RiT 0.32 0.29 0.28 0.33 0.32 0.32 0.64 0.20 0.32 0.21

MVGG7 0.27 0.17 0.35 0.48 0.27 0.46 0.55 0.24 0.23 0.21

MVGG7+RiT 0.31 0.27 0.40 0.29 0.27 0.59 0.65 0.18 0.22 0.20
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Table 5. Average performance on 500 rotated samples for each class from the MNIST
test dataset across all rotations.

Model/Class 0 1 2 3 4 5 6 7 8 9

LeNet5 0.46 0.09 0.45 0.19 0.13 0.33 0.22 0.20 0.53 0.18

LeNet5+RiT 0.46 0.14 0.43 0.22 0.19 0.39 0.14 0.18 0.46 0.29

MVGG5 0.26 0.07 0.43 0.30 0.14 0.39 0.17 0.17 0.52 0.18

MVGG5+RiT 0.43 0.21 0.41 0.20 0.29 0.43 0.20 0.23 0.43 0.14

MVGG7 0.48 0.17 0.36 0.24 0.15 0.51 0.19 0.29 0.41 0.18

MVGG7+RiT 0.28 0.18 0.45 0.21 0.23 0.48 0.18 0.15 0.35 0.20

Test results on rotated samples from MNIST dataset show similar trends
(Table 5). Higher average classification accuracies were obtained for 50% and
60% of the classes using LeNet5+RiT and MVGG5+RiT networks respec-
tively. On MGG7+RiT, the model produced higher classification accuracies for
40% of the classes. Here our results indicate CNN+RiT combination network
behaves differently on grey-scale images but overall shows promising improve-
ments in classification accuracies on individual classes with rotated examples.
Hence showing that transforming feature maps with controlled rotations as in
our RiT layer helps CNN networks become tolerant to rotation of test images.

5 Conclusion

In this work we propose a method to learn rotation invariance in CNNs by
introducing a new technique of feature map augmentation within CNN networks.
The proposed method uses a new layer called RiT that takes input feature maps
from convolution layers and performs rotation on them. The final output from
RiT is then learnt by the fully connected network.

Our test results show overall improvements in classification of test data
subjected to rotation transformations in comparison to benchmark results on
CIFAR10 and MNIST datasets. Further we are able to demonstrate improved
average performances across classes for color images than on grey-scale images.
From our experimental results we conclude the ensemble CNN+RiT network is
able to learn rotation invariance by feature map augmentation with no increase
in network parameters. Our method can easily be integrated into CNN based
applications requiring rotation invariance such as in skin lesion classification.

Problems and opportunities that require further investigation are to apply
more rotations on the feature maps, extend this technique of feature map aug-
mentation to other forms of transformations such as translations and scaling and
to apply CNN+RiT to larger and more complex datasets.
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